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Abstract 
 
As collaboration in virtual environments becomes more object-focused and closely-coupled, the 

frequency of shared object access conflicts can increase.  In addition, two kinds of concurrency 

control “surprises” become more disruptive to the collaboration:  undo surprises, in which a 

previously-visible change is undone because of a conflict, and intention surprises, in which a 

remote structure change to a shared object which occurs just prior to a local request for that 

shared object leaves the object in a different state than what was expected.  A hierarchy of three 

concurrency control mechanisms is presented in descending order of collaborative “surprises” 

which allows the concurrency scheme to be chosen tailored to the tolerance for such surprises.  

One mechanism is optimistic; the other two are pessimistic.  Ideal for multithreaded, peer-to-peer 

virtual environments, these algorithms are easy to understand and implement, using C/C++ and 

Java, under Windows and Unix on both desktop and immersive systems.  In a series of usability 

experiments, the performance of the most conservative algorithm on a local LAN was found to be 

quite acceptable. 

 
1. Introduction and Motivation 

Concurrency control is the activity of arbitrating between potentially conflicting parallel 

events.  In a shared virtual environment, the goal is to maintain consistency of the environment 

state that is replicated at each distributed session.  This can be done either by preventing 
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inconsistency or by converging to consistency.  In a collaborative system, consistency involves 

both agreement between distributed processes of a shared state and consistency with user 

expectations.  Concurrency control is a well-studied problem in the fields of distributed operating 

systems and database management.  Standard textbooks, such as Tanenbaum (1995) and 

Couloris, Dollimore, and Kindberg (2001), discuss this subject under various headings such as 

concurrency control, consistency maintenance, synchronization, or transaction processing. 

In virtual environments, the most common need for concurrency control is to adjudicate 

between simultaneous attempts to access the same shared object.  Some distributed virtual reality 

systems either do not provide (Fisher, 2000) or do not document (Kiyokawa, Takemura, & 

Yokoya, 2000) concurrency control schemes.  Those that do offer concurrency control generally 

fall into one of three categories which characterize the high-level approach:  pessimistic, such as 

DIVE (Hagsand, 1996); optimistic, such as CIAO (Sung, Yang, & Wohn, 1999); or predictive, 

such as PaRADE (Roberts & Sharkey, 1997).  Optimistic algorithms assume that conflicts are 

relatively rare, and undo a change if a conflict is discovered.  Pessimistic algorithms prevent 

conflicts from ever occurring.  The predictive category can also be understood as a special case of 

optimistic concurrency control, where prior history helps keep the optimism at a realistic level.  

Although some systems, such as MASSIVE-3 (Greenhalgh, Purbrick, & Snowdon, 2000), 

provide a choice of concurrency control mechanisms, it is rare for a system to offer mechanisms 

from more than one category. 

A search through the literature, however, does not reveal a concurrency control algorithm 

that meets the requirements of our particular situation.  We are investigating group collaboration 

modes for product design in a multi-modal distributed virtual environment.  The application is the 

collaborative design and assembly of a virtual roller coaster using immersive and desktop VR 
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interfaces.  The application was created using the Shared Simple Virtual Environment (SSVE) 

application framework (Linebarger, Janneck, & Kessler, 2003).  SSVE is multi-threaded, multi-

platform, and object-oriented (using C++); it is based on the Shared Virtual Environment (SVE) 

single-user virtual reality library (Kessler, Bowman, & Hodges, 2000); and it uses CORBA for 

peer-to-peer communication with other virtual environments.  In pilot experiments, we observed 

that as object-focused collaboration became more closely coupled and time pressured, the 

frequency of concurrency control conflicts often increased.  As a result, we wished to include in 

the SSVE framework several concurrency control algorithms that were tailored to the coupling of 

the collaboration.  But the architecture of SSVE requires that both the CORBA communication 

thread and the rendering and interaction handling thread be able to access shared objects in the 

scene graph.  Standard concurrency control references assume a single-threaded environment, and 

do not indicate how to implement their algorithms in a multi-threaded environment.  To our 

knowledge, no multi-threaded virtual environment system has documented their concurrency 

control mechanism.  For example, VR Juggler, one of the handful of virtual reality systems that 

are multi-threaded, has not yet implemented concurrency control (Bierbaum, Hartling, & Cruz-

Neira, 2003). 

Another observation from our pilot experiments was the disruptive effect that “surprises” 

(behavior contrary to expectations) had on the smooth flow of closely-coupled object-focused 

collaboration.  In particular, two types of surprises were the result of (or associated with) the 

concurrency control mechanism.  The first can be labeled an “undo” surprise, in which a 

previously-visible change to a shared object is reverted back to its original state due to a 

concurrency-control conflict.  This kind of surprise violates the expectation of the persistence or 

continuity of visible updates.  The second can be encountered in collaborative virtual 
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environments in which the structure of a shared object is mutable.  Called a “state” or “intention” 

surprise, it occurs when a remote structure change to a shared object is made after a local 

modification is initiated, but just prior to a local request for access to that shared object.  The 

result of applying both operations leaves the object in a different state than what was expected. 

We have developed three concurrency control algorithms that are appropriate for different 

levels of collaboration coupling and tolerance for concurrency control “surprises” in a multi-

threaded environment.  One of the algorithms is optimistic, and the other two are pessimistic.  In 

the sections that follow we describe fundamental characteristics of concurrency control 

mechanisms; we survey related work; we present our hierarchy of concurrency control 

mechanisms; and we measure the performance of our most conservative concurrency control 

mechanism. 

2. Concurrency Control Characteristics 

In addition to the high-level pessimistic or optimistic approach, several characteristics 

differentiate concurrency control mechanisms and the systems that use them.  These approaches 

lead to different performance profiles in terms of consistency guarantees, network overhead, and 

latency: 

• Ordering—Since concurrency control can be implemented by a serialization 

mechanism that ensures distributed consistency, this characteristic indicates the 

type of message ordering that results from the serialization.  Common types are 

total ordering, causal ordering, and ordering by clock time. The serialization 

mechanism can apply to shared data items independently or provide a global 

ordering; 



5 

• Topology—The network topology defines how participating systems are 

connected to each other.  Choices include client-server (star topology), peer-to-

peer (sometimes called a “mesh” topology), ring or chain, or a hybrid (such as 

peer-to-peer with some central services, or client-server with a federation of 

servers); 

• Transport Protocol—The reliability and network overhead of the messages used 

to communicate with distributed sessions in the concurrency control mechanism.  

The standard protocols are TCP, UDP unicast, and IP multicast.  Some systems 

add reliability to the latter two protocols; 

• Ownership—Whether or not a particular object or data item can be considered 

“owned” by a particular distributed session.  Ownership usually implies that the 

object or data item is locked for write access by other sessions, and can be 

implicitly or explicitly requested.  Ownership mechanisms can be used to 

implement pessimistic concurrency control approaches; 

• Granularity —The level at which ownership or locking is applied.  Choices 

include per-application (also known as “floor control”), per-interaction, per-object, 

or per-attribute (data item); and 

• Flexibility —The flexibility of the system that employs a concurrency control 

mechanism, in terms of whether or not the above characteristics are fixed or 

variable.  Some systems may allow multiple sets of characteristics to be used 

simultaneously for different types of data.  For example, TCP with causal ordering 

might be used for events, while IP multicast with total ordering might be used for 

state updates. 
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The SSVE system uses a peer-to-peer topology, communicates state updates via IP 

Multicast when it can and uses TCP when reliable communication is required.  The system 

supports ownership at the object level of granularity.  The concurrency control mechanisms 

described here provide a total ordering for changes to a shared object or object set which are 

independent of changes to other shared objects. 

3. Related Work 

The need for concurrency control stems from the delays in the communication network 

between participating processes, the unpredictability of the variation in the delay, and unreliability 

of the network itself.  These network characteristics lead to two problems for interactive 

distributed systems:  how to determine the order in which actions occur, particularly when 

different orders lead to different results, and how to determine the recent actions and current state 

of remote processes.  The unreliability of the network makes it difficult to precisely synchronize 

the clocks of the machines involved in order to determine if two or more closely occurring actions 

actually happened at the same time, or the order in which they occurred.  This is the problem of 

serialization, or ordering.  In particular, if different processes make different decisions as to the 

order of two related events or state modifications, the resulting state of the processes may be 

inconsistent with each other.  In addition to the serialization problem, the delay in the network 

makes it impossible to immediately determine whether a conflicting action has occurred at a 

remote process just before a local action.  This is the problem of concurrency, which is addressed 

by concurrency control algorithms.  The serialization and concurrency problems are interrelated, 

in that the serialization can identify actions that are essentially concurrent, and concurrency 

control algorithms can make the serialization task easier.  The goal of both serialization and 
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concurrency control is to prevent shared states which are inconsistent with each other or with user 

expectations. 

At the highest level, distributed collaborative systems face a design choice between an 

optimistic approach which acts on local actions immediately, or a pessimistic approach which 

waits until it is almost guaranteed that remote actions which occur prior to the local action have 

been applied (Fujimoto, 1990).  The optimistic strategy assumes that the global order of actions is 

known locally at the time of the local action, which is actually impossible.  Therefore, an 

optimistic strategy runs the risk of being inconsistent with other processes until mistakes are 

discovered and corrected by the serialization algorithm.  A pessimistic strategy will introduce the 

delays required to be sure of the global order at the time of the local action, at the expense of the 

interactivity of the local system.  This trade-off between consistency and interactivity has been 

well discussed in the context of distributed virtual environments (Singhal & Zyda, 1999) and 

groupware (Greenberg & Marwood, 1994; Bhola, Banavar, & Ahamad, 1998). 

3.1 Serialization 

A serialization algorithm can provide an order to events of one type (such as changes to a 

particular geometric objects in the environment), or provide a global ordering to all events or 

actions that occur in the distributed system.  Enforcing a consistent order of changes to a 

particular shared data item, independent of modifications to other data items, provides memory 

coherence (Tanenbaum, 1995, pg. 321).  Concurrency control algorithms generally provide 

memory coherence by default, as they prevent concurrent changes to a shared object from leading 

to inconsistent values for that object.  Enforcing a total global order is stricter than providing 

memory coherence for each of the shared objects, as events that occur to different objects must be 

consistently ordered over all of the distributed processes.  A more relaxed form of global ordering 
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enforces Lamport’s concept of potential causality (Lamport, 1978).  Potential causality identifies 

a partial order of operations such that if operation o1 and o2 are executed on the same machine, 

and o1 precedes o2, then o1� o2 (“o1 causally precedes o2”); if operation o2 occurs after the 

notification of an operation o1 from another process, then o1� o2.  If two operations can be 

related to each other using a transitive closure of these relationships, then the operations are 

causally related.  Otherwise, they are considered concurrent.  Enforcing a serialization that obeys 

potential causality may not provide memory coherence for each shared object, since concurrent 

operations are not guaranteed to be consistently serialized across all processes. 

It is possible to determine a total global order using vector time stamps that identify the 

latest known operation from each of the other processes in the distributed system, assuming that 

there are no channels of communication external to the network that should also be considered 

(Chariton & Skeen, 1993).  This is a feature provided by ISIS (Birman, Schiper, & Stephenson, 

1991), which was used by the original version of the DIVE (Carlsson & Hagsand, 1993) 

distributed VE system. 

The ABCAST algorithm of the ISIS library provides a total global order for all operations 

that are communicated by atomic broadcast, at the cost of significant delay for the sender and 

recipients to agree on the operation’s place in the total order.  An alternative is to use the more 

relaxed CBCAST algorithm provided by the ISIS library, which does not guarantee a consistent 

total ordering of operations.  Instead, the CBCAST algorithm guarantees an ordering where two 

operations that meet Lamport’s definition of potential causality will be applied in the same cause 

and effect order at all processes.  This approach requires that a local action be deferred until the 

local process receives a message from every other process in the system, to ensure that actions 

that will be ordered before the local action are applied first. 
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Maintaining the cause and effect relationship between all operations of a distributed VE, 

where most of the operations will be changes to view and object positions, can be unnecessarily 

expensive.  For this reason, systems often allow for different serializations for data updates and 

simulation events, as described in the High Level Architecture (HLA) standard (Fujimoto & 

Weatherly, 1996).  The PaRADE system (Roberts & Sharkey, 1997), which underlies MASSIVE-

3 (Greenhalgh, Purbrick, & Snowdon, 2000), distinguishes between causally supportive (CEvent) 

and non causally supportive (NEvent) events.  In general, CEvents are discrete and NEvents are 

updates to a continuous value.  The system maintains the causal ordering between CEvents, and 

can maintain the causal order between an NEvent and a CEvent if requested, but does not 

maintain causal ordering between NEvents.  Similarly, the RAVEL system (Kessler, Hodges, & 

Ahamad, 1998) distinguishes between state updates and events, maintains causal consistency 

between events, and guarantees that updates which occur prior to an event at the same distributed 

location will be delivered before the event.  In addition, if an event is not shared with every 

process in the system, RAVEL reduces the delay required to determine that causal order is 

satisfied for a particular operation because no messages are needed from uninvolved processes.  

Both the PaRADE and RAVEL systems use a different serialization mechanism to provide 

memory coherence for modifications to a particular data item.  PaRADE uses the wall clock time 

of the operation; RAVEL uses a token based serialization (discussed in the next section). 

A simple approach to serialization is to use commercially available software to constantly 

keep the hardware clocks on each of the distributed systems synchronized, and “stamp” the 

current time on each operation.  This approach is used to control a common point of view in the 

nanoManipulator teleoperation system (Hudson et al., 2003), and was found to provide sufficient 

control for a collaboration between of two remote operators.  This approach can be effective if 
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operations that occur close to each other in time can be arbitrarily ordered without putting the 

system in an unrecoverable state or providing unexpected results.  However, the variability of 

network delays makes it difficult for a pessimistic system to know when it is safe to commit to an 

operation. 

3.2 Concurrency Control 

Concurrency control algorithms are concerned with proactively or retroactively handling 

operations that occur concurrently, so that conflicting versions of the environment do not appear.  

The actual order in which concurrent operations appear is arbitrary, defined by the system or user 

interface design.  Optimistic approaches use the serialization of operations to observe a violation, 

and rollback or invalidate the inconsistent changes.  Pessimistic approaches ensure that an 

operation obeys the serialization protocol before applying the operation.  Concurrency control is 

only necessary if a system allows multiple processes to make changes to a single shared data value 

or set of shared data values.  Many distributed VE systems avoid the problem altogether by only 

allowing one process to modify a shared value.  For example, each entity in the peer-to-peer 

NPSNET (Macedonia et al., 1995) system is modified by one process, which multicasts the 

changes to others (using unreliable IP Multicast). 

A simple pessimistic approach is to explicitly prevent concurrent operations using a “floor 

control” mechanism.  This is the approach taken by some cooperative editing systems (Ellis, 

Gibbs, & Rein, 1991), and by the nanoManipulator teleoperation system (Hudson et al., 2003) for 

operations that have a permanent effect on the real object being manipulated.  The collaborative 

nanoManipulator is an example of a hybrid system, since it serializes the sharing of the view point 

with a lighter-weight wall-clock mechanism.  However, the explicit request and release operations 
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that users need to do for the floor control mechanism can be annoying and can significantly reduce 

the interactive flow of collaborative applications. 

Floor control mechanisms implement a user-controlled lock on shared data, which can be 

at the level of granularity required to ensure only valid modifications to the data.  Many 

distributed VE systems provide automatic locks at the object or attribute level of granularity 

through ownership requests before the object is modified.  The owner of the “token” has a 

transaction lock on the object or attribute, and only the owner’s updates will be applied.  The 

responsibility for determining ownership could be given to the original creator, as in BrickNet 

(Singh et al., 1994) (although BrickNet also used a central server to broadcast updates), or could 

be given to a specialized server process, as in RAVEL (Kessler, Hodges, & Ahamad, 1998).  The 

DIVE (Hagsand, 1996) system is a peer-to-peer system that uses object ownership to determine 

who can modify an object, and provides a token-passing mechanism to allow other processes to 

modify the object.  Conflicts are assumed to be rare, so a requesting “actor” process-blocks until 

the token is released.  This blocking behavior, as well as the overhead of using Tcl scripts to 

update the locally replicated object database, may lead to problems when the collaboration is 

closely coupled or highly interactive.  Even the manual “A Practician’s Guide to DIVE” (Taxén, 

2000) admits that “you should take care when writing applications that changes (sic) the contents 

of the database often …you’ll probably end up with a paradox situation sooner or later … if you 

need to make frequent changes to the world database (or you’re on a slow network), DIVE may 

not be the appropriate platform to use.” 

The CIAO system (Sung et al., 1999) supports ownership, but uses a semi-optimistic 

approach that allows a process to make and send changes while waiting for a request for 

ownership to be approved or denied.  Until obtaining ownership, local changes are shown 
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transparently (a processed called “ghosting”) to indicate that the changes are tentative, and could 

be undone.  When data items have owners, changes are totally ordered by having the owner send 

an incremented timestamp with each update.  Even if updates arrive at a remote process out of 

order, the old update will be identified by its timestamp, and discarded.  The CIAO system also 

supports concurrent access to hierarchically-related objects, but does not appear to support 

structural changes to those objects (i.e., changes to the hierarchy).  This may be explained by the 

observation that CIAO is a static instead of dynamic virtual environment – the number of objects 

in the virtual world appears to be fixed at the start of the session, and all objects are replicated 

locally in each virtual environment. 

One method of acquiring ownership tokens for the manipulation of geometric objects is to 

predict when a user’s representation will likely collide with the object, and proactively forward the 

token to that user’s process (Yang & Lee, 2000).  However, this approach would not help for 

selection at a distance, such as using a ray casting technique in an immersive or desktop VE 

interface. 

In many distributed VE systems, the information being shared simply consists of updates 

to object states, particularly position changes of geometric objects.  In this case, a new update can 

be applied even if a prior update has not been read and applied.  For these systems, serializing 

changes to a particular object is all that is needed to provide simple concurrency control.  A 

common approach to providing a serialization is to use a client-server topology, where updates 

pass through the server on their way to the other clients and are serialized in the order in which 

they are received by the server.  This is the architecture of dVS (Ghee, 1995) and CAVERNsoft 

G2 (Park et al., 2000).  In the Scene-Graph-As-Bus system (Zeleznik et al., 2000), the process 

that originally created a data item (the node in a neutral scene graph representation) behaves as a 
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server by broadcasting changes to that item that are sent to it and approved by it.  Alternatively, 

the process wanting to make a change to a data item could be required to request a sequence 

number for the change from a dedicated sequencer process, as in the COTERIE (MacIntyre & 

Feiner, 1996) system, which is used in the REPO-3D library (MacIntyre & Feiner, 1998), and the 

Distributed Open Inventor (DIV) toolkit (Hesina et al., 1999), which is used by the Studierstube 

system (Schmalstieg & Hesina, 2002).  The use of server processes to serialize operations 

provides a simple design, but introduces a bottleneck and an asymmetry in what would otherwise 

be a peer-to-peer design. 

3.3 Preserving Intention for Concurrent Actions 

It has been observed in the CSCW literature (Sun et al., 1998) that maintaining a 

consistent shared state in the face of concurrent actions by users is not sufficient to support a 

collaborative interaction.  In particular, the resolution of concurrent actions may produce a result 

that violates the intention of the participants.  Sun describes an intention preserving algorithm that 

can be applied to text editing operations to ensure that the shared state that results from the 

concurrent actions is what each participant intended, and most likely expected.  Although we do 

not implement Sun’s algorithm, our “Build It” technique uses the same concept of determining 

intention based on the context of an operation, and identifying when a particular state would 

violate intention. 

4. Concurrency Control Hierarchy 

Concurrency control can be notoriously difficult to get right, especially in a multi-threaded 

environment where reads are interleaved with writes.  Improperly implemented concurrency 

control schemes can lead to crashing and hanging (the Scylla and Charybdis of multi-threaded 

programming), consistency problems, and general frustration.  The concurrency control 
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mechanisms described in the hierarchy below vary depending on the coupling of the collaboration 

and the tolerance for concurrency control “surprises.”  They are presented in ascending order of 

collaboration coupling and decending order of concurrency surprises.  As indicated in Table 1, 

they are characterized viscerally using three common object-focused actions in virtual 

environments:  “Change It,” “Grab It,” and “Build It.”  Note that static worlds are virtual 

environments in which shared objects are neither created nor deleted; dynamic worlds allow 

shared object creation and deletion; and highly dynamic worlds permit not only shared object 

creation and deletion, but also structure changes to shared objects.  All of these mechanisms rely 

on atomic mutual exclusion (“mutex”) locks to maintain a consistent shared state among threads 

for a single peer, but differ in how they maintain consistency between peers.  “At most one” 

semantics are enforced by each of these mechanisms—for truly simultaneous requests for the 

same shared object, at most one request will be granted, thus ensuring consistency. 

[Table 1 goes here.] 

The goal of the hierarchy is to provide a “cookbook” of proven, easy-to-program, 

concurrency control mechanisms that provide a range of latency expectations and surprise 

avoidance guarantees.  These concurrency control mechanisms are ideal for multi-threaded, peer-

to-peer virtual environments, on switched local area networks, in which communication, user 

interaction, and display are handled by different threads.  The mechanisms are simple to 

understand and implement, and require nothing more than reliable, in-order, point-to-point 

communication (such as that provided by TCP or reliable UDP) for concurrency control and undo 

messages; access to operating system calls for mutual exclusion (such as 

TryEnterCriticalSection() under Windows, pthread_mutex_trylock() under Unix, 

or the trylock() method in several third-party Java transaction classes); and a globally-ordered 
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list of group members that is used by each distributed session to send requests.  The granularity of 

the concurrency control mechanisms is assumed to be at the shared object or object set level, but 

the algorithms themselves work just as well at the data attribute level, mutatis mutandis. 

A particular locking scope is presumed in the description of the concurrency algorithms.  

When a mutex or transaction lock is taken on a compound object, it applies to all the objects 

underneath it in the scene graph as well.  Either the locks for lower-level objects should be 

explicitly set, or application developers can adopt a convention that objects of a particular class 

must be located and accessed at the same level of the scene graph.  The convention insures that a 

lock taken on an object at that level of the scene graph also acts as the lock for all the objects 

below it. 

4.1  “Change It” 

The first is the “Change It” mechanism.  This concurrency scheme subscribes to the maxim 

that it is easier to ask forgiveness than permission, and is ideal for simple changes to properties of 

a shared object which do not result in position changes to the object or in taking position update 

responsibility for the object.  A “simple” change is typically a single change to a primitive data 

type with no causal links.  Informally, the change requestor performs an atomic mutual exclusion 

lock on the object, makes the change locally, sends the change request to all other group 

members, and undoes the change if any group member disagrees with it.  The receiver stores undo 

information before making the change.  Undo information is kept on a linked list organized as a 

stack, and should include the name (or identifier) of the group member who requested the change, 

the old (unchanged) and new (changed) data values, and an undo flag.  This particular 

organization of the undo information is needed to insure that the proper values will be restored 

regardless of the order in which the undo messages are received. 
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A motivating example is shown in Figure 1, where the simple object property is the right 

of exclusive access to a compound object (in this case a section of track pieces) for the purpose of 

making several structure changes in a row.  The right of exclusive access is implemented here by 

allowing a group member to explicitly “lock” the track section, which prevents other group 

members from accessing it for the duration.  (Note that this type of lock is an explicit user-level 

lock, not an atomic mutex lock or a transaction lock.)  Pseudocode for sender and receiver is 

shown in Figure 2, and a message graph for both successful and unsuccessful change requests is 

depicted in Figure 3.  Note the use of a “trylock” instead of a block-waiting atomic mutex lock, 

which prevents “deadly embraces” in multi-threaded environments. 

[Figures 2 and 3 go here.] 

This mechanism scales linearly—only one message (best case) or two messages (worst 

case) are required per group member.  It has proven useful in situations where conflicts are 

relatively rare, the overhead required for the undo mechanism is small and simple to implement, 

and any slight “surprise” injected into the collaboration because of an undo operation is 

acceptable.  Because return values are required, latency is added by the quest for agreement.  

However, to improve performance, the broadcasts can be done asynchronously (without 

blocking). 

4.2  “Grab It” 

The attitude turns pessimistic with the “Grab It” concurrency control mechanism.  

Inconsistencies are prevented by requiring agreement in advance.  Between the time that the 

agreement is reached and the time that the operation is complete, the object is considered 

“transaction-locked” and cannot be modified by any other group member than the one who 

requested the lock.  To maintain consistency, the taking of the transaction lock is wrapped in an 
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atomic mutual exclusion (“mutex”) lock.  If any group member rejects the distributed agreement 

request (i.e., the taking of the transaction lock) the operation is simply canceled.  Note that taking 

a transaction lock on a shared object allows a group member to exclusively select that object, grab 

it, modify it, and send those modifications to all other group members. 

[Figure 4 goes here.] 

An example of an operation that is appropriate for this concurrency control mechanism is 

displayed in Figure 4—the exclusive selection of a marble in a Chinese checkers game.  

Pseudocode for “Grab It” is provided in Figure 5, and a message graph for both successful and 

unsuccessful requests is shown in Figure 6.  This mechanism guarantees that, if more than one 

group member initiates a “grab it” operation on the same item, at most one will succeed.  The key 

to the mechanism is that every group member sends the first request to the same group member, 

which gives permission to the first request.  However, the group member that successfully 

receives permission from the first group member may send a request to (and receive a denial 

from) another group member that has also sent a request to the first group member (and therefore 

locked the item locally), but has not yet heard the denial.  Note that the mechanism obtains 

permission from all group members to avoid concurrency problems between threads at each group 

member, which makes the operation more expensive than using the first group member simply as 

a serializer. 

[Figures 5 and 6 go here.] 

Operations which are suitable for this scheme include exclusive selection of an object with 

the intention of making position changes and taking position update responsibility for the object; 

complex object property changes (e.g., several related updates) in static virtual worlds; and 

deletion of shared objects in dynamic virtual worlds.  In particular, closely coupled object-focused 
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collaboration activities (such as collaborative CAD) benefit from such an approach, because of the 

absence of “surprises” engendered by undo-based schemes that can interfere with the close 

collaboration.  Like the other mechanism described above, the “Grab It” mechanism also scales 

linearly.  However, now at least two messages are required—one to request the lock for the 

object, and one either to communicate the change to the object (and release the lock) or to release 

any locks already taken for the object if any of the group members rejected the transaction-lock 

request.  Depending on the application, three messages might be required—one to request the 

lock, one to communicate the successful exclusive selection (“grab”), and one to communicate the 

deselection of the object (“let go”) and release the lock (“let go”).  An arbitrary number of 

position update messages might be broadcast via unicast UDP or IP multicast between the second 

and third concurrency control messages to reflect the motion of the grabbed object. 

4.3  “Build It” 

The highest level of concurrency control in the hierarchy is an extension to the previous 

one.  “Build It” is essentially the “Grab It” mechanism with an additional intention preservation 

step prior to making an access request for the shared object.  Highly dynamic virtual 

environments, in which the structure of the shared object can change, benefit from such an 

approach.  Such structure changes are not taken into account by the previous concurrency control 

mechanisms if the sharing of objects is based on object names instead of object states or versions. 

Two types of structure changes are possible.  The first is object fission—the object is 

taken apart and broken up into a series of smaller shared objects.  The second is object fusion—

the object is combined with another object such that one shared object is deleted and the other 

one has its structure augmented.  Figure 7 displays a motivating example for this level of 

concurrency control—a distributed virtual roller coaster track assembly system.  Track pieces can 
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be added (“snapped on”) to the end of an existing track section, thus augmenting its structure 

(object fusion).  And track pieces can be detached from a track section, thus fragmenting it into 

several smaller shared objects (object fission). 

[Figure 7 goes here.] 

In an environment of closely-coupled object-focused collaboration where shared object 

structure changes are supported, the following problem has been observed depending on the order 

of event arrivals.  If roughly simultaneous grab and structure change requests are made on the 

same shared object, it is entirely possible that the structure change request can be received and 

fully processed before the grab request is recognized.  As a result, the requests do not cause a 

concurrency control conflict, but the object that is received by the grab request is now structured 

differently than it was at the time of the grab request.  For example, if simultaneous grab and 

object fusion requests were made, the object grabbed could be larger than it was at the time of the 

grab request; if simultaneous grab and object fission requests were made, the object grabbed 

could be smaller than intended. 

A solution to this problem is to begin the object access request as usual, by taking an 

atomic mutex lock on the shared object, but then to abort the request if an update to the shared 

object has been made by a remote user within a certain time window before the request.  The 

rationale is that the requestor has not yet had time to react to the updated state of the object, so if 

the request were to be granted the object would not be in the state desired.  This solution can be 

conceptualized as concurrency control with a “time fudge factor” that attempts to ensure that the 

intention or spirit of the request is honored, not just the letter.  The principle is that the group 

member always gets what they expect, or they don’t get anything at all.  In Computer Supported 
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Cooperative Work (CSCW) terminology, this is known as “intention preservation” (Sun, Jia, 

Yang, & Chen, 1998). 

Determining the proper value for the intention preservation time window is application- 

(and even user-) dependent.  100 ms has been considered the time it takes to visibly perceive an 

appearance change (Schneiderman, 1998), so our initial tests used 200 ms as the intention 

preservation threshold.  This value was chosen because it appeared to be the minimum amount of 

time required to perceive and perhaps react to a visible update to an object.  Making this value a 

user-adjustable parameter would allow it to be tailored to the user’s individual reaction time. 

[Figure 8 goes here.] 

Figure 8 presents the pseudocode for the object access request; everything else is the same 

as the “Grab It” mechanism.  A message graph for both successful and unsuccessful “Build It” 

requests is displayed in Figure 9.  Note that the concept of object structure is very similar to the 

concept of hierarchically related objects in CIAO. 

[Figure 9 goes here.] 

4.4 Trade-Up Principle 

Each of the three concurrency control mechanisms in the hierarchy can be utilized side-by-

side in the same virtual environment application, as long as they are applied to different classes or 

types of shared objects.  The application developer needs to choose in advance which concurrency 

control mechanism applies to which class of object, and code the application such that all access 

requests for an object of a particular class use the same concurrency control mechanism.  This 

avoids a hidden danger, which is identified and resolved in the “trade-up principle.”  This principle 

states that all mutually exclusive operations on a particular shared object must adopt the highest 
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level of concurrency control in effect for the object, in order to ensure the consistency of 

concurrent actions. 

An example is in order.  The motivating example for the “Change It” concurrency control 

scheme described above was the request to take exclusive access rights for a track section.  But 

this choice of concurrency mechanisms reflects an earlier version of the application.  In isolation, 

the “Change It” mechanism is an appropriate one.  But in an environment where the structure of a 

track section can change at any time due to fission (detachment) or fusion (joining), the same level 

of concurrency control is needed for an exclusive access request as is needed for a track structure 

change operation, in order to arbitrate between concurrent requests.  Otherwise, the requester 

might end up taking exclusive access to a track section whose structure and properties are not 

what was intended.  As a result, the application was changed to use the “Build It” concurrency 

control mechanism for exclusive access requests as well. 

5. Performance 

The performance of the most conservative of the concurrency control methods, “Build It,” 

was measured during an experiment in collaborative virtual roller coaster design.  Seven groups of 

six members, in sessions between thirty and forty minutes long, ran with code instrumented to 

collect concurrency control statistics.  Each group member volunteered for the experiment, 

generally by signing up using a Web form; no group member participated in more than one group; 

and almost all of the participants had no previous experience in a virtual environment.  Four of the 

group members were on desktop systems, and two of them were in immersive systems using 

HMDs that supported stereo.  All of the machines were located in the same laboratory room and 

were connected by a 100Mb Ethernet switch.  The average delay for 6372 concurrency-controlled 

operations was 75 ms, with a minimum of 10 ms and a maximum of one second.  The 
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concurrency-controlled operations measured were track detachment (object fission), track joining 

(object fusion) and track section grabbing.  Two or three round-trip messages were required to 

implement each operation, so each operation can be considered a transaction that needed multiple 

messages to complete.  The number of operations that were not completed due to concurrency 

control conflicts was 111, which represents 1.71% of the total operations attempted.  Intention 

preservation was only implemented for the last two groups, and intention preservation rejections 

constituted about 0.2% of the total operations attempted.  The average concurrency delay is well 

within the 100 ms “no perceived delay” threshold reported by Schneiderman (1998, pg. 360) for 

response to a user action, or the 150 ms “no noticable delay” threshhold experimentally 

determined by Vaghi, Greenhalgh, and Benford (1999) for intersecting with a moving object.  

Note that the delay is for obtaining ownership, and subsequent manipulations of the object are not 

delayed.  Since the average maximum delay for each group member was 242 ms, the absolute 

maximum value can be considered an extreme outlier.  When specifically asked in post-experiment 

interviews, most of the participants indicated that they did not notice any delays when selecting or 

modifying a virtual track section; only a few indicated that they noticed occasional delays. 

To further examine intention preservation, another collaborative virtual roller coaster 

design experiment was performed, using the same system configuration described above, with a 

very experienced group.  Two intention preservation thresholds were used—200 ms for the first 

half of the test, and 400 ms for the second half.  The first test in each half was an artificial stress 

test of each concurrency-controlled operation on the same shared track section, which took up 

about eight minutes.  Two group members attempted to add a piece to the track section, two 

group members tried to detach a piece from the track section, and the remaining two group 

members tried to grab the entire track section.  In the first half, with a threshold of 200 ms, 119 
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operations were attempted.  17% were rejected due to a concurrency control conflict, and 19% 

were rejected due to an intention preservation conflict.  In the second half, with a threshold of 400 

ms, 151 operations were attempted.  21% were rejected due to a concurrency control conflict, 

and 21% were also rejected due to an intention preservation conflict.  However, consistency was 

preserved in all distributed sessions. 

The second and third tests in each half were a productivity test and a time test, which 

lasted about 18 minutes.  The charter for the productivity test was to build the largest connected 

virtual roller coaster possible within ten minutes.  The time test required the group to build a 

connected roller coaster of at least 25 pieces as fast as possible.  In total, about a thousand 

concurrency controlled operations were attempted, roughly evenly divided between the two 

halves of the experiment.  The percentage of attempted operations that were rejected due to 

concurrency control or intention preservation conflicts was fairly close for both halves of the 

experiment, about 1.3% and 1.4%, respectively.  However, the mix changed between the two 

halves due to the difference in intention preservation thresholds.  With a threshold of 200 ms, 

about 0.8% of attempted operations were rejected due to a concurrency control conflict, and 

0.5% of attempted operations were rejected due to an intention preservation conflict.  With a 

threshold of 400 ms, the relevant percentages were 0.4% and 1%, respectively.  When specifically 

asked, those who expressed a preference for an intention preservation threshold preferred the 

longer one because it gave them more time to react to visual information and thus to understand 

why the attempted operation was not completed.  For reference, the average delay for 

concurrency controlled operations was 65 ms, the absolute maximum was 230 ms, and the 

average maximum was 137 ms. 
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In terms of the behavior of the concurrency control mechanisms, a tendency of the 

algorithm to favor group members at the front of the broadcast list for truly simultaneous requests 

has been observed.  This is a side-effect of the common ordering of the group member list—the 

order of the list is the order of the broadcast to other group members.  However, if the order of 

the list is randomly or fairly determined (such as, in our case, the order in which a distributed 

session registers itself with the CORBA Name Service), this arbitration pattern is acceptable. 

6. Conclusion and Future Work 

The three concurrency control methods in the hierarchy allow the choice of the mechanism 

to be tailored to the tolerance for collaborative surprises in closely-coupled, object-focused 

collaboration.  Performance of the most conservative of the concurrency control mechanisms 

proved to be quite acceptable in a local LAN environment.  However, more testing is needed to 

evaluate the performance in a WAN environment, or in a session where group members have 

heterogeneous network topologies.  In addition, the intention preservation threshold is best 

implemented as a user-modifiable option, to allow each user to set it to the value that best 

matches their visual reaction time. 
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Name Approach Where 

Useful 
Applicable 
Operations 

Mechanism Collaborative 
“Surprises” 

Inconsistent 
World State 

Undo 
Function 
Needed 

“Change it” Optimistic Static or 
Dynamic 
Worlds 

Simple shared object 
property changes (like 
a single primitive data 
type with no causal 
links) without taking 
responsibility for 
broadcasting position 
updates 

Agree or undo Both undo and 
intention 

Temporary Yes 

“Grab it” Pessimistic Static or 
Dynamic 
Worlds 

Exclusive object 
selections, complex or 
multiple object 
property changes, 
object deletions, and 
taking responsibility 
for broadcasting 
position updates 

Lock in 
advance 

Only intention No No 

“Build it” Pessimistic 
with 
intention 
preservation 

Highly 
Dynamic 
Worlds 

Shared object 
structure changes 

Validate 
intention 
preservation 
and lock in 
advance 

No No No 

 
Table 1.  Hierarchy of Concurrency Control Mechanisms 
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Figure 1.  Example of “Change It” Mechanism—Setting the Right of Exclusive Access to a Track 
Section by Explicit User-Level Locking 
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Sender: 

• Try to take a mutex lock on the object; abandon the change if unsuccessful 
• Traverse the undo information stack for the object.  If an item from the local group member is 

found, delete it and end the traversal. 
• Save undo information as the first item on the undo information stack for the object and make 

the change locally 
• Send the property change, in a globally consistent order, to all other group members 
• If all group members agreed with the change, release the mutex lock on the object 
• Otherwise terminate the broadcast at the first disagreement, undo the change locally, release the 

mutex lock on the object, and send an undo request to those group members who agreed with 
and thus made the change 

 

Receiver:  Change request 

• Try to take a mutex lock on the object; reject if unsuccessful 
• Traverse the undo information stack for the object.  If an item from the requesting group 

member is found, delete it and end the traversal. 
• Save undo information as the first item on the undo information stack for the object 
• Change the object property value, release the lock on the object, and accept the change request 
 

Receiver:  Undo request 

• Take a mutex lock on the object 
•  
• If the first item on the undo information stack for the object is from the requesting group 

member: 
o Undo the change and remove from the undo information stack 
o While the first item on the undo information stack has an undo flag of true 
� Undo the change and remove from the undo information stack 
 
• Otherwise: 
o Traverse the undo information stack until an item from the requesting group member is 

found 
o Set the undo flag for the item to true 
 
• Release the mutex lock on the object 
 

Figure 2.  Pseudocode for “Change It” Mechanism 
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A

B

C

Change made
successfully in all
sessions because all
agreed with A’s request.

Change request was
unsuccessful.  B agreed with
and made the change, but not
C, who was in the process of
making a change request to A
(which was rejected).  A
sends an undo message to B.  

 
Figure 3.  Message Graph for “Change It” Mechanism 
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Figure 4.  Example of “Grab It” Mechanism—Selection of a Marble in Chinese Checkers 
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Sender: 

• Try to take a mutex lock on the object; abandon the grab operation if unsuccessful 
• Try to take a local transaction lock on the object; unlock the mutex and abandon the grab 

operation if unsuccessful 
• Ask all other group members, in a globally consistent order, to transaction-lock the object 
 
• If any group member rejects the transaction lock request: 
o Release the local transaction lock 
o Release the mutex lock 
o Ask all group members who took the transaction lock to release it 
o Abandon the grab operation 
 

• Otherwise: 
o Broadcast the remote grab request 
o Perform the grab operation locally 
o Release the transaction lock 
o Release the mutex lock 
 

Receiver:  Lock request 

• Try to take a mutex lock on the object; reject the request if unsuccessful 
• If the object is not already transaction-locked, take a local transaction lock; otherwise reject the 

request 
• Release the mutex lock and accept the request 
 

Receiver:  Unlock request 

• Take a mutex lock on the object 
• Release the local transaction lock 
• Unlock the mutex lock 
 

Figure 5.  Pseudocode for “Grab It” Mechanism 
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A

B

C

Grab successful because both B
and C agreed to take a transaction
lock on the object.  A then sends
out a grab request (i.e., pick object
up), followed later by an “ungrab”
request (put object down), which
were received and processed by B
and C.

Grab was unsuccessful.  B
agreed to take a transaction
lock on the object, but not C,
who was in the process of
sending a grab request to A
(which was rejected).  A then
sends a release lock message
to B.

...

 
 

Figure 6.  Message Graph for “Grab It” Mechanism 
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Figure 7.  Example of “Build it” Mechanism—Assembly of Virtual Roller Coaster 
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Sender: 
• Try to take a mutex lock on the object; abandon the operation if unsuccessful 
• Validate intention preservation; unlock the mutex and abandon the operation if the intention was 

not preserved (i.e., the last remote update occurred within the intention preservation time 
window) 

• Try to take a local transaction lock on the object; unlock the mutex and abandon the operation 
if unsuccessful 

• Ask all other group members, in a globally consistent order, to transaction-lock the object 
 
• If any group member rejects the transaction lock request: 
o Release the local transaction lock 
o Release the mutex lock 
o Ask all group members who took the transaction lock to release it 
o Abandon the grab operation 
 

• Otherwise: 
o Send the operation request to all other remote group members 
o Perform the operation locally 
o Release the transaction lock 
o Release the mutex lock 
 

Figure 8.  Pseudocode for “Build It” Mechanism; Otherwise, Same as “Grab It” 
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A

B

C
Structure change was
successful because no
conflicts were encountered
and intention was honored.
Both B and C take a
transaction lock.  A then
sends out a structure change
request, which is received and
processed by both B and C.

Structure change was
unsuccessful.  Intention was
violated because a remote
update (from B) occurred
within the intention
preservation time window.
Since no requests were sent,
no remote locks needed to be
released.

X

 
 

Figure 9.  Message Graph for “Build It” Mechanism 
 


